Suggested Answers for Assessment Literacy Self-Study Quiz #5
by Tim Newfields

Here are some possible answers to the questions about testing, statistics, and assessment raised in the April 2008 issue of SHIKEN. Please note that other possible interpretations of many of the questions is possible. If you feel an answer is unclear or conclusion is incorrect, please contact the editor.

Part I: Open Questions

1. **Q:** A person with a hearing disability is asked to take an EFL placement test . . . . what's the most ethical way to rate this individual?

**A:** First, we need to be sure of the test purpose and context. If the sole purpose is classroom streaming and the teachers administering the test already are familiar with level of each class, then an informal placement interview might work well in lieu of the listening portion of this test. Basing the placement choice entirely on the reading test scores would not a wise option because EFL reading skills do not necessarily correlate highly with listening skills (Basabas-Ikeguchi, 1988).

If we are talking about a high-stakes test for which comprehensive scores are needed, several options exist. If an examinee's hearing ability is only partly impaired, a assistive listening device (ALD) could be employed. If the hearing loss is total, the best option might be to use some type of captioning system. The STEP-Eiken provides a captioning services for those unable to hear, but unfortunately ETS doesn't (ETS, 2007). Since an estimated .48% of the population is partly deaf and a further .18% is completely so (Holt, Hotto, & Cole, 1994), it is worth considering how to handle test accommodations for those with auditory impairments in advance.

Further Reading:


2. Q: How should an oral proficiency interviewee with a possible stuttering disorder be rated?

A: Arguably, this would be a valid case for breaking the policy of using only the target language during the interview since it is important to ascertain whether the stuttering is a pervasive speech impediment or simply a manifestation of nervousness due to undertaking a foreign language exam. If it is a persistent, global phenomena then there is little doubt that a handicap is present for which accommodations are due. If the person speaks their native language fluently, then the speech impairment may be a result of social anxiety rather than a defined impairment. In that case, no special accommodations would be justified and the examinee's fluency rating would subsequently drop.

The issue, however, is actually more complex since some forms of stuttering are episodic and oral interviewers are not qualified to provide clinical diagnoses. For such reasons the main criteria for identifying a handicap among adults should be self-diagnosis. If a person indicates that they have a stuttering disorder, then they are legally entitled to "reasonable accommodation" or "adaptive measures" from the agency in question (ELSA, 2000). When completing a test application, space should be provided for examinees to indicate whether they have any disabilities requiring special accommodation.

What specific accommodations should be made when rating the oral fluency of those with stuttering disorders? Here the issue becomes complex because disorders vary widely. One option would be to listen to the output as if no disorder existed – to essentially ignore the features of the output that could be ascribed to stuttering and try to rate the remaining speech features. This is not an easy process and it seems that oral proficiency raters vary widely in their responses to stammering.

Further Reading:


3. Q: One EFL instructor of a basic "English communication" class awards credit if his students indicate that they've recently donated blood. Any content validity issues here?

A: Teachers often use grades as levers to induce desired behaviors. If the grading process is ethical and in line with the curricular goals and the criteria for performance are communicated clearly to all stakeholders, there is no problem.
In the scenario presented in this question, however, several problems arise. First, the curricular goals are not expressed clearly – the syllabus is far too vague about expected outcomes. Moreover, the relevance of donating blood to those curricular goals is not established. How does donating blood pertain to English proficiency? Finally, this grading system presumes all students are healthy and able to donate blood. That might not be the case. The teacher is penalizing those whose health condition (or religious belief) does not enable them to make blood donations. This case illustrates how teachers need to be very cautious about offering incentive points to induce students to undertake specific behaviors: it is all too easy to dish out points for actions not directly relevant to the curricular goals.

Further Reading:


4. **Q:** What further information should be provided to end users of ExpertRating's English Speaking Test (online at www.expertrating.com/english-speaking-test.asp)?

**A:** Let's start by considering the construct that's reputedly being measured. The test claims to measure "correct pronunciation in [American] English". However, this claim implies that there is only one "correct" American English pronunciation. According to the University of Arizona Language Samples Project (2001) and Kun (2007) that is simply not the case. There are many regional and ethnic varieties of American English and no single dialect can be regarded as "correct". Hence this exam seems to have a serious design flaw at the basic construct level of this test.

Secondly, this test does not specify how pronunciation ability is measured. Are there trained human raters or is the rating entirely based on a computer speech recognition system? If human raters are used, how many raters are employed and what are their evaluation criteria? The rating criteria for this exam is far too opaque.

Another major lacuna is this test completely neglects to mention what validation criteria, if any, it employs. No descriptive statistics about its reliability or validity are provided end users. Examinees have a right to know how well the scores on the given exam correlate with other widely used measures of English proficiency.

In short, this examination has a long way to go before it can be considered a valid, professional, or ethical measure of the ability to speak English. Commercial test developers need to be careful that they devote at least as much energy to test validation as they do to marketing.
Further Reading:


Part II: Multiple Choice Questions

1. Q: Which of the following is **not** a feature traditional conversation analysis?

   (a) using authentic, recorded data which is fully transcribed
   (b) analyzing single cases or deviant cases
   (c) using turns as units of analysis
   (d) codifying and quantifying the data

A: Data quantification is not a feature of traditional conversation analysis. The focus of conversation analyses is generally on the descriptive features of specific interactions rather than their frequency. Weider and Lawrence (1993) argue against any attempt to quantify conversations because of the idiolectic nature of human communication and the small sample sizes generally involved in CA studies. Despite this, CA studies make frequent use of pseudo-quantifying terms such as 'regularly', 'often', 'commonly', 'rarely' etc. (Ten Have, 2000). A few researchers such as West (1984) go further and actually quantify their data to the extent of mentioning percentiles when describing male/female discourse patterns. The question of whether (and how) to quantify conversational data is an ongoing controversy in the field. Citing works by Stivers (2001, 2002) TESOL Quarterly advises writers wishing to use quantification that "ensure that it only follows careful analysis of the individual cases that are being quantified, with categories for quantification emerging from this analysis of individual cases" than any a priori decision.

Further Reading:


2. If a person takes a multiple reading choice test and selects an answer simply because the other choices do not seem correct, it is a _____________ strategy.

   (a) testwiseness       (b) test-management       (c) language learner

According to Cohen (2007, p. 93) the case above would be an example of a test-management strategy. Other examples of such strategies include using a clock during an exam, re-reading a text passage, or guessing answers on the basis of background knowledge. Test-management strategies represent attempts to maximize personal resources to score well on a test. Cohen and Upton (2006) specify 28 different test-management strategies among TOEFL examinees.

Testwiseness is said to occur when examinees rely on secondary cues from test passages to perform above their actual abilities (Millman, Bishop, & Ebel 1965, cited by Edwards, 2003). First proposed by Thorndike in 1951, sample test-wiseness strategies include avoiding answers with words such as "all" or "none" or selecting test items which have more detail without knowing whether the answer is actually correct. Ideally, well-designed tests should not be susceptible to test-wiseness strategies. In actually, most examinations do contain at least some faulty items unduly favoring test-wise examinees (Rogers & Bateson, 1991; Mahamed, Gregory, Austin, Dan, 2006).

Language learner strategies are not related to testing per se; they represent broader attempts to gain linguistic and sociolinguistic competence in a target language (Tarone 1983, cited by Lessard-Clouston, 1997). Sample language learning strategies might include asking questions when information isn't understood or modifying L2 output to better accommodate accepted social-cultural norms.

It might be worth mentioning that bifurcation between test-management strategies and testwiseness strategies is not entirely satisfactory and not all authors favor this distinction (Gu, 1996, cited by Bremner, 1997).

Further Reading:


3. Which of the following statements are true about p-values?

   (a) They indicate the likelihood a correlation between two or more variables.
   (b) They indicate the direction of a correlation between two or more variables.
   (c) They indicate the strength of a correlation between two or more variables.
   (d) Actually, none of these.
The best answer is probably (d) because no single statistic by itself can provide us with enough information to meaningfully interpret an entire set of data. P-values statistics, if used at all, should only be used along to be a wide range of other statistics to discern the likelihood of a result being due to random noise or some significantly different.

According to Dixon (2000), p-value results are often misused and in fact they might not be the best tool for describing whether research results arise from random change. He argues that likelihood ratios (often expressed with the Greek letter $\lambda$ - lower case lambda), expressed in the formula below, offer a better way to gauge significant research results.

$$\lambda = \left[ \frac{(1 - R_1^2)}{(1 - R_2^2)} \right]^{n/2}$$

Dixon's model does not appear to be widely used today, but another alternative to classic p-values proposed by Killeen (2005) which is approximated in the formula below is becoming more widely accepted:

$$P_{\text{rep}} \approx \left[ 1 + \left( \frac{p}{1 - p} \right)^{2/3} \right]^{-1}$$

According to Killeen (2005), r-rep values avoid the parametric inference inherent in traditional p-values and provide a viable way to detect random noise. The procedure for calculating this in SPSS is described by Wright (2008).

P-values, which are indeed flawed do not indicate the direction or the strength of a correlation, nor give us any clues about the causality. Under best conditions, they might offer some clue about the likelihood of some result being due to random chance if a test is well-designed and the sampling is also done well. However, the best of conditions is seldom met and most tests we encounter have some types of design flaws. For such reasons, considerable caution needs to be used when interpreting p-values. JD Brown (2008, p. 36-41) offered two examples of how p-value results could be misleading in this issue of SHIKEN.

Further Reading:


4. Q: Which of the following usually does not lead to score inflation?

(a) Coaching effect from teachers who know what a given test will probably cover.
(b) Exempting low-performing students from taking the test.
(c) Random marking errors by those marking the test.
(d) Narrowing the test focus: having the test focus on just a few aspects of the target curriculum.

A: Since random marking errors (c) work both ways it would not lead to score inflation with a large sample. The likelihood of someone benefiting from a random marking error is as great as the possibility that they might be hurt by the error. All of the other factors mentioned can lead to test score inflation. So can poorly designed test questions which are vulnerable to testwiseness.

5. Q: Which of the following statements is true about power in a statistical sense?

(a) It ranges from -1 to 1.
(b) It should be used *post-hoc* and tailored to the data configuration.
(c) It depends in part on effect size.
(d) It reveals the likelihood of a Type I error.

A: According to Trochim (2006) and Jacobs (2006) effect size does have an impact on statistical power.
In many parts of the testing literature, effect size does not a single measure, but rather a host of indices to gauge the strength of the relationship between two variables. Common measures of effect size include Pearson's $R$, Cohen's $d$, Cramer's $V$, and Hedge's $g$. Some researchers such as Mousavi (p. 413), however, define effect size more narrowly as the mean score for a experimental group minus the mean score for a control group divided by the standard deviation for the control group. That could be likened to a Z-score from ranging from 0 to 1. The more statistically powerful a test is, the less prone it is to a Type II error – falsely rejecting a null hypothesis.

Further Reading:


Assessment Literacy Self-Study Quiz #5

Suggested Answers for Quiz #5